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15. 780.20 Session 15

a. Follow-ups from Sessions 13 and 14

• Equilibration and Cooling. Consider the 2D Ising model with ferromagnetic J . Here is
an example of what you might find from running the ising model.cpp code with kT = 1
three times:
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We can see a rapid decrease in energy at small times t, which reaches a plateau by t = 50
about which successive configurations fluctuate. This is the equilibration or thermalization
time (so these are the configurations we should throw out). But we see later that in one
trial the energy drops to a lower plateau starting around t = 100 and another drops to the
same lower plateau starting around t = 500. We might imagine the third trial will eventually
drop down to the lower energy, but we can’t predict when. This problem of equilibrating to
a higher energy (and there may be many other possibilities if we run for a long time) is not
fixed by skipping a larger number of configurations at the beginning. (What would you pick?
Up to t = 100, 500, 2000?) Rather, we give the system a chance to settle into the lowest
energy by cooling. That is, we start the simulation at a higher temperature with a random
configuration and equilibrate at that temperature. Then we use the final configuration as
the starting configuration (rather than starting again with a random configuration) for a
somewhat lower temperature until it equilibrates. And so on, until we get to the desired
temperature. How much to lower the temperature at each stage depends on the problem.
(We’ll experiment with this rate in a slightly different context in Session 15 with simulated
annealing.)



780.20 Session 15 (last revised: March 7, 2011) 15–2

b. Computing with MPI

In this session, we’ll have a hands-on introduction to parallel processing using MPI, which stands
for “Message Passing Interface”, and OpenMP, which stands for “Open Multi-Processing”. A brief
introduction to MPI with examples is given in Section 7.7 of the Hjorth-Jenson notes [2], which is
linked on the 780 home page under “Supplementary Readings”. More details and examples are in
Chapters 12 and 15. The session guide will also provide a (more-or-less) self-contained introduction
with pointers to online references. Here we will review the basic ideas.

How can we solve a computational physics problem faster? Some solutions:

• use a faster computer;

• change to better theories and methods to solve the problem;

• implement faster (more efficient) numerical algorithms;

• use a smarter compiler (i.e., one that optimizes better).

Or, we can introduce parallelism.

Parallelism can be applied at many levels. We will consider one of the simplest: M processes
running on M different computers (or processors) can, in principle, run a computation M times as
fast. We’ll consider Multiple Instruction Multiple DATA (MIMD), with these characteristics:

• uses a collection of autonomous processors, each able to run a program self-paced;

• asynchronous, but can be programmed to behave “synchronously”;

• networked.

Ideally the computational task will be divided up evenly among the available processors. Most
of the present-day supercomputers are MIMD machines, which are further subdivided into shared
memory and distributed memory machines. If there is shared memory, any CPU can access any
data in a global memory space while with distributed memory each CPU has private memory. Since
we will be using separate Linux computers for MPI, we follow the distributed memory model.

How do we carry out such a program? Here are two ways to run the same code on multiple
machines, dividing up the computational load.

1. if computerX, then
call subroutine1

else if computerY then
call subroutine2

else if ...
...

endif
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2. for (int i=computer_id; i < N_steps; i += #_of_computers)
{

// stuff to calculate
}

Thus if there are M computers with id’s from 0 to M = # of computers and there are N steps to
do, we loop through the steps starting at the id number and skipping every M steps.

The Message Passing Interface or MPI was first developed in 1992-94 by over 80 people at
40 organizations. This was version 1 (MPI1.1) and Version 2 (MPI2.0) was developed in 1995-
1997. The most used distributions are Open MPI and MPICH. Note that it is not a programming
language, but a library of functions or subroutines to be called from C, C++, or Fortran programs,
or a library of classes and methods for C++ object oriented programs (we’ll use those).

A “message” is data passed between processes in a distributed memory environment (that is,
each processor has local memory, which cannot be accessed by other processors). The MPI goals
include source code portability, efficient implementation, and support for heterogeneous parallel
architectures. The MPI naming conventions vary between Fortran, C, and C++, which may cause
some issues when consulting documentation. The standard send command is:

C Fortran C++
MPI Send(· · ·) MPI SEND(· · ·) MPI::Comm::Send(· · ·)

where C and Fortran use standard functions (also available for C++) and we’ll use C++ classes.
The basic form of C++ commands will be MPI::Class::Action subset or MPI::Action subset.

In using MPI, the programmer sees a group of processes that are allowed to communicate
with each other. MPI COMM WORLD is the “communicator” for all of your processes (as opposed to
dividing them into sub-groups, which would have separate communicator names). Each process
has a unique integer id number, from 0 to num procs - 1. For point-to-point communications,
the messages are sent one-to-one between processes. These can be “blocking” or “non-blocking,”
depending on whether the return from a call implies the operation has completed or if the return
is immediate (and the user must do the test for completion).

When a program is run by MPI, all processes run the same code with the same binary executable.
But even if all processes receive the same set of instructions, that doesn’t mean they execute the
same set. The rank (i.e., the name or identifier) of the process can be used to determine which
instructions are run by which process. Also the processes can communicate with each other to
complete the steps in a given task.

The fields in an MPI message are:

• source — the process sending the message (this is implicitly determined);

• destination — the receiving process, explicitly specified by sending process;

• tag — an integer id used by the receiving process to distinguish between messages;
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• communicator — a logical group of available processes; each is given a unique integer
(“rank”) in the group;

• data — the data of the calculation (could be an integer, many integers, many doubles, a
user-defined structure, . . . ). Along with the data comes a count and a datatype.

Datatypes include MPI::CHAR (char), MPI::INT (signed int), MPI::DOUBLE (double), and so on. See
the example codes for the specific form of Send and Receive messages (e.g., mpi send receive.cpp).

Collective communications are called by all processes in a communicator. These include broad-
cast, scatter, and gather functions. The “barrier” holds all processors until all responses have
“arrived.” See mpi calculate pi.cpp for an example.

c. Computing with OpenMP

We will also consider in Session 15 a simple example using OpenMP on a multi-core computer
(which is increasingly the standard now). OpenMP implements multithreading to split your running
process into multiple sub-processes (“threads”) that get allocated to different cores and execute in
parallel. The example we use is a very common one: we have a for loop with many iterations and
we would like OpenMP to divide these up among available cores (with as little guidance from us
as possible). So if there are 1000 iterations and two cores available sharing memory, we would like
each of the cores to run 500 of the iterations.

The OpenMP programming model has these features:

• All of the parallel threads have access to the same memory that is shared globally.

• However, each piece of data (e.g., a variable or an array) can be either shared among all
threads (that is, each has access) or private to a given thread that owns it.

• Changes in local data are not seen by any other thread, while changes in shared data is seen
by all other threads.

• The transfer of data is transparent to the programmer.

• There is synchronization of threads, but it mostly happens behinds the scene (that is, the
code does not explicitly force it).

The basic execution model is a ”fork and join” model in which a master thread splits into parallel
worker threads in a parallel region after which they are joined and synchronized. The parallel
region is denoted by the block following a #pragma omp parallel compiler directive. There are
many options but we will only look at a simple case, which is nevertheless widely applicable.

Here’ a simple code snippet illustrating matrix vector multiplication. It is assumed that the
b_matrix and c_vector are defined earlier.

#pragma omp parallel for default(none) \
private(i,j,sum) shared(size,a_vector,b_matrix,c_vector)

for (i=0; i<size; i++)
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{
sum = 0.0;
for (j=0; j<size; j++)
{
sum += b_matrix[i][j] * c_vector[j];

}
a_vector[i] = sum;

} # this is the end of the parallization block

The default(none) clause means that the scope of all variables, either private or shared, must
be declared. If there is no default clause, it is the same as default(shared), meaning all variables
are shared. Because i, j, and sum are listed in the #pragma directive, they must be declared outside
of the block. Note that only the outer for loop is parallelized; the inner one is executed by each
thread.

d. Simulated Annealing

Standard optimization methods are very good at finding local minima near where the minimization
was started, but not usually good at finding the global minimum. Finding the global minimum of
a function (such as the energy) is often (but not always) the goal. One strategy using conventional
minimizers is to run multiple trials with the minimization started at different places in the parameter
space (perhaps chosen at random) and then to keep the best minimum found of all the trials.

An alternative approach is to adapt the Metropolis Monte Carlo algorithm for generating a
canonical Boltzmann distribution of configurations at a temperature T to mimic how physical
systems find their ground states (i.e., the energy minimum at T = 0). At high temperature
(which means kT large compared to characteristic energy spacings), the equilibrium distribution
will include many states. If the system is cooled slowly, then it will have the opportunity to explore
many states and then settle into the lowest energy state as T goes to zero. This is called annealing.
If the system is cooled quickly, it can get stuck in a state that is not the minimum (“quenching”);
this is analogous to the routines we looked at in Session 11, which rapidly go “downhill” but only
to local minima.

The strategy of simulated annealing is to mimic the annealing process by treating the function
to be minimized as an energy (it might actually be an energy!), introducing an artificial temperature
T , and generating a sequence of states in a canonical distribution via the Metropolis algorithm.
Then we lower the temperature according to a “schedule” (this just means according to a definite
pattern) and let the system settle into (hopefully!) a configuration that minimizes the energy.

In practice this is not so easy:

• The problem needs to be cast into a form appropriate for this technique. This means we need
to have a description of possible configurations of the system and then a way to change the
configuration randomly (i.e., the analogs to specifying all the spins on a lattice and generating
a new configuration by randomly flipping a spin). At the same time we need to identify an
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appropriate energy function to be minimized; this may be immediate, if the problem is to
minimize a function, or less obvious, if the problem is to find a solution to a problem such as
the Traveling Salesman [3].

• We need to devise an appropriate annealing schedule for the control parameter T . For ex-
ample, do we change T after 10 or 100 or 1000 or ? random changes in the configuration?
And how much do we change it each time? These are critical questions to the success of the
procedure. If there is a physical connection to the problem, we may be able to use physics
insight to determine the appropriate scales. Often it is more a trial-and-error procedure.

• For continuous control parameters, as opposed to combinatoric problems, the (common) pos-
sibility of long, narrow valleys in parameter space is a serious problem. If one takes steps
at random, the most likely step will be uphill rather than along the valley. So one needs to
modify the basic strategy, as discussed in Ref. [3].

We’ll apply simulated annealing to an artificial problem in this session, the global minimization
of a one-dimensional function:

f(x) = e−(x−1)2 sin(8x) , (15.1)

which has multiple local minima. We’ll compare a standard minimization routine (from GSL) to
simulated annealing. You’ll need to adjust the simulated annealing control parameters to make it
work effectively. We won’t have time to consider a second, more realistic problem: the shape of
molecules built from sodium (Na) and chlorine (Cl) atoms. This problem is described in a Session 10
handout from the book An Introduction to Computational Physics by T. Pang, in a section entitled
“Geometric structures of multicharge clusters.” The idea is that one can write a potential energy
function that depends on the relative positions of the elements of the clusters (here Na and Cl
atoms). The parameters of the function are taken from experiment or theoretical calculations. The
kinetic energy can be ignored, so the arrangement of the cluster is determined by minimizing the
energy. There are many local minima corresponding to configurations that might be metastable
but do not have the very lowest energy.
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