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1. Excerpts from 780.20 on Monte Carlo Methods

Gathered here are some notes from the 780.20 Computational Physics course on Monte Carlo

methods. Check the website http://www.physics.ohio-state.edu/~ntg/780 for the associated

Session Guides and the programs.

2. 780.20 Session 11

a. Random Numbers

Monte Carlo methods provide powerful techniques for simulating experiments, solving complicated

many-body systems, and getting nonperturbative results from quantum field theories. They are the

basis for evaluating higher dimensional integrals, including the approximation of path integrals. In

this session we’ll look at a principal ingredient of Monte Carlo calculations, random numbers, with

some basic applications. In the next sessions we’ll simulate a spin system and look at variational

Monte Carlo.

A sequence of numbers is random if uncorrelated : that is, if you know x1, x2, · · · , xi, then xi+1

is not predictable. The distribution of random numbers need not be uniform; for example, if the

distribution is gaussian, some ranges of numbers will be more or less likely than other ranges. This

may not be obvious when looking at a short sequence. However, if we generate a large number of

random numbers and plot them in histogram form, we expect that the histogram will approach the

shape of the probability distribution function or PDF (e.g., flat if uniform or like a gaussian if a

gaussian distribution or . . . ).

Computers generate pseudo-random numbers, which are not truly random but simulate them

effectively. Some basic features of a good random number generator (abbreviated rng) [1]:

1. Produces a uniform distribution in [0, 1].

2. Correlations between random numbers are negliglible.

3. The period before the pseudo-random sequence repeats is as large as possible (e.g., 109 or

greater).

4. The algorithm should be fast.

The trade-off between the last three features are what distinguishes different rng’s. There are

various tests of random numbers. A quick (but not infallible) eyeball check if numbers are random

is to plot them (e.g., with gnuplot) by treating them as (x, y) pairs (that is, the first two numbers

form the first pair, the next two form the second pair, and so on). Another test is to calculate the

average of the k’th power of a set of N numbers:

〈xk〉 ≡ 1

N

N∑

i=1

xk
i p(xi) , (2.1)
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where the PDF p(x) = 1 for 0 ≤ x ≤ 1 for a uniform distribution. For large N , the results should

(if the numbers are random) approach the limiting integral

〈xk〉 N→∞−→
∫ 1

0
dx p(x)xk =

∫ 1

0
dxxk =

1

k + 1
, (2.2)

so we should find the mean µ and standard deviation σ to be

µ = 〈x〉 =
1

2
, σ =

√
〈x2〉 − µ2 =

1√
12

≈ 0.2886 . (2.3)

A comparison of the mean and standard deviation of the N numbers to these limiting results

provides a test of randomness. More generally we would consider the autocorrelation function

Ck ≡ 〈xi+kxi〉 − 〈xi〉2
〈x2

i 〉 − 〈xi〉2
, (2.4)

with C0 = 1. If Ck 6= 0 for k 6= 0, then the random numbers are not, in fact, independent.

We’ll not worry here about the theory of generating random numbers (see Refs. [4] and [1])

but let GSL generate them. (Every operating system or programming language will generally have

a random number generator but it is more reliable and portable to use the GSL routines, which

include some very good generators.) An rng is initialized with a seed: here that means a (long)

integer. Starting with a different seed will lead to a different sequence of pseudo-random numbers,

but if you start with the same seed, you’ll get the same sequence (which hardly sounds random!).

Most of the time we’ll use a function called random seed to generate the seed for us.

We will often want our random numbers to be generated for different PDF’s. A uniform

distribution in the interval [a, b] (rather than just [0, 1]) is defined by [1]

p(x) =
1

b− a
θ(x− a) θ(b− x) , (2.5)

where θ(z) = 1 if z > 0 and is otherwise zero. A normal or gaussian distribution on [−∞,∞] is

specified by the mean µ and standard deviation σ through

p(x) =
1√

2πσ2
e−(x−µ)2/2σ2

. (2.6)

The GSL routines can generate essentially all of the common PDF’s. In the next session, we’ll look

at generating PDF’s according to Boltzmann factors via the Metropolis algorithm.

b. Random Walks

How far do we get on average in a two-dimensional random walk? Let’s suppose we take N steps,

equally likely in each direction, according to a prescription for determining ∆xi and ∆yi in the

i’th step. The mean displacement in the x direction should be zero by symmetry, and similarly in
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the y direction. But the average square of the distance R2 will be nonzero. If we take our N step

random walk many times and average, then

R2 ≈ 〈(∆x1 + ∆x2 + · · · + ∆xN )2 + (∆y1 + ∆y2 + · · · + ∆yN)2〉 , (2.7)

where 〈· · ·〉 denotes the average. Since the steps are supposed to be uncorrelated, we should find

〈∆xi∆xj〉 = 〈∆yi∆yj〉 = 0 if i 6= j , (2.8)

which means that all the cross terms average to zero in Eq. (2.7). Now for any i, the average of

∆x2
i + ∆y2

i will be the same, so

〈∆x2
i + ∆y2

i 〉 ≡ 〈r2〉 for any i . (2.9)

Then

R2 ≈ N〈r2〉 (2.10)

or

R ≈
√
Nrrms , (2.11)

where rrms is the root-mean-squared step size. Since the mean is zero, R2 is the variance and R is

the standard deviation for the walk. Note that we would get the same result as Eq. (2.11) in three

or higher dimensions. To summarize, the total (absolute) distance covered after N steps is Nrrms,

but the net radial distance from the origin of the walk is, on average, only
√
Nrrms [2].

There are many possible ways to conduct a random walk. Here is the list of random walk

methods from Landau and Paez [2] (We will use the second method in Session 11):

1. Choose

∆x = cos θ ∆y = sin θ (2.12)

where θ is taken at random from [0, 2π]. (Note: this will not give a uniform walk if θ is

distributed uniformly.)

2. Choose ∆x and ∆y uniformly in the interval [−
√

2,
√

2]. Is this the correct interval?

3. Choose ∆x uniformly in the range [−1, 1] and then generate the sign of ∆y randomly but get

its magnitude from ∆y = ±
√

1 − ∆x2.

4. Choose the major compass direction (north, south, east, or west) randomly and take a unit

step in that direction.

5. Choose among the major and minor compass directions uniformly (N, NW, W, SW, S, SE,

E, NE).

c. Monte Carlo Integration: Uniform Sampling

We’ve looked at a variety of integration rules designed for one-dimensional integration, which

improve as inverse powers of the number of points N used (e.g., Simpson’s rule went like 1/N4).
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One might guess that the best way to do a multi-dimensional integrals is just to do iterated

one-dimensional integrals, with an integration rule applied to each. This works for two- and three-

dimensional integrals, but starting somewhere around D = 4 or D = 5, it is usually more effective

to turn to a Monte Carlo method. While it’s hard to believe that picking places to evaluate an

integrand at random is better than picking in an organized fashion, it is nevertheless true.

The basic idea starts with the expression from calculus that the average of a function f(x) in

the interval [a, b] (denoted 〈f〉) is related to the integral over that interval by

〈f〉 =
1

b− a

∫ b

a
dx f(x) , (2.13)

which implies the integral I can be calculated from

I =

∫ b

a
dx f(x) = (b− a)〈f〉 . (2.14)

If we use Monte Carlo methods to estimate the mean value of f , we have an estimate for the

integral. Therefore, we generate a sequence {xi} of N random numbers uniformly distributed in

[a, b] and take the average, so that

∫ b

a
dx f(x) ≈ (b− a)

1

N

N−1∑

i=0

f(xi) . (2.15)

This looks like an integration rule with randomly distributed nodes xi and equal weights wi =

(b− a)/N . The generalization to many dimensions is immediate. For example,

∫ b

a
dx

∫ d

c
dy f(x, y) = (b− a)(d − c)〈f〉 ≈ (b− a)(d− c)

1

N

N−1∑

i=0

f(xi, yi) . (2.16)

It’s the same formula!

How well does this work? Along with the average 〈f〉 we can calculate the variance σ2 or the

standard deviation σ. The variance of the integral with f is defined as [1]

σ2
f ≡ 〈f2〉 − 〈f〉2 (2.17)

=
1

N

N−1∑

i=0

f(xi)
2 −

(
1

N

N−1∑

i=0

f(xi)

)2

, (2.18)

and is a measure of how much f deviates from its average in the integration region. The idea is

then to consider a measurement of the integral to be the result for a fixed value of N . If we do this

M times, then the average for the integral I,

〈I〉M =
1

M

M−1∑

j=0

〈f〉j , (2.19)



3. 780.20 SESSION 12 5

and the variance for M = N is

σ2
N =

1

N

[
〈
( 1

N

N−1∑

i=0

f(xi)
)2

〉 −
(
〈 1

N

N−1∑

i=0

f(xi)〉
)2
]
. (2.20)

As with the random walk, cross terms in the first sum vanish in the large N limit, leaving the result

we’re looking for:

σ2
N ≈ 1

N

(
〈f2〉 − 〈f〉2

)
. (2.21)

The Central Limit Theorem tells us that, for large N , the average for the integral becomes normally

distributed about the true answer with this standard deviation [3]. The implication is that the

error σN is proportional to 1/
√
N , so to get an extra decimal place we will typically need 100

times as many points. This sounds terrible compared to Simpson’s rule or even the trapezoid

rule, but we have the same scaling in any number of dimensions. This eventually wins in higher

dimensions, since applying Simpson’s rule, for example, requires the N points to be divided among

D dimensions, so the actual scaling is N−4/D, which will be worse than N−1/2 for large enough

D. (In practice, as noted above, the cross-over tends to be around D = 4, but it depends on the

integral in question.)

The discussion so far has been based on distributing the points uniformly. This is wasteful,

since we may be evaluating the integrand many times where it is very small. We can do better

with importance sampling. The most accurate function that can be integrated with Monte Carlo

integration is a constant, in which case we get exactly the correct answer with a uniform distribution.

We can approach this result for a non-constant f if we use a weight function w(x) for which

f(x)/w(x) is reasonably constant. Thus, we consider

I =

∫ b

a
dx f(x) =

∫ b

a
dxw(x)

f(x)

w(x)
(2.22)

estimated with random numbers distributed according to w(x). Then the estimate is

I =

〈
f

w

〉
≈ 1

N

N−1∑

i=0

f(xi)

w(xi)
. (2.23)

This approach can dramatically reduce the variance. The GSL routines for adaptive Monte Carlo

integration you try in Session 11 carry out this strategy. More on this next time!

3. 780.20 Session 12

a. Follow-ups to Session 11

• Histograms of Uniform Random Number Distributions. Here is a typical figure

you might get when histogramming uniform distributions using gnuplot (using plot . . . with

steps to get the histogram look): Two sets of numbers have an average of 2000 counts per
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bin and two sets have an average of 500 per bin. The size of the fluctuations should scale

as
√

# of counts in a bin, which is evident in the figure. That is, the fluctuations of the top

sets look roughly twice as large as those of the bottom set and a standard deviation of 40–50

looks about right.

• The Length of Random Walks. In Session 11 you explored how the final distance R

from the origin of a random walk scales with the number of steps N . Remember that there

is no relationship for any individual walk, but only a statistical relationship that arises by

averaging R for a given N over many trials. Here is a graph that you might obtain:

It shows a good fit to the expected
√
N dependence!

b. Recap of Session 11: Monte Carlo Integration and Lead-in to Session 12

We explored in Session 11 how we could approximate an integral
∫ b
a f(x) dx by picking a random

sequence of N values of x, which we label {xi}, distributed uniformly on [a, b].

• That is, the probability of choosing a number between x and x+ dx is

Puniform(x) dx =
1

b− a
dx . (3.24)
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• Note that this PDF (probability distribution function) is normalized, i.e.,

∫ b

a
Puniform(x) dx =

1

b− a

∫ b

a
dx = 1 , (3.25)

as you’d expect since the total probability must be unity.

The Monte Carlo expression for the integral arises by approximating the average of f(x) in [a, b]:

〈f〉 =
1

b− a

∫ b

a
f(x) dx ≈ 1

N

∑

i

f(xi) . (3.26)

We can write this as ∫ b

a
f(x)Puniform(x) dx ≈ 1

N

∑

i

f(xi) . (3.27)

You should have found that the accuracy of the integral improved statistically with the number

of points. Here is a graph showing the results of 16 trials for each value of N :

The expected behavior is revealed by the fit (error improves like 1/
√
N), but with large fluctuations.

We should average over many more trials if we want a cleaner demonstration!

Now what if we used a different probability distribution P (x)? Then if our N values of x,

which we’ll label {x̃i}, are distributed according to P (x), the average of the f(x̃i)’s yields an
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approximation to the integral over f(x)P (x):

1

N

∑

i

f(x̃i) ≈
∫ b

a
f(x)P (x) dx . (3.28)

This means that we can always divide a given integrand into a part that we treat as a probability

distribution (called P (x) here) and the rest (which is called f(x) here).

• If we choose P (x) so that f(x) varies only relatively slowly with x, we will get an accurate

estimate of the integral.

• This is called “importance sampling”.

• The generalization to many dimensions is immediate: we simply replace one-dimensional x

by a multi-dimensional vector x everywhere.

In Session 11 we saw that GSL can generate random numbers according to various one-dimensional

PDF’s, such as uniform and gaussian distributions. But the multi-dimensional integrals we’ll want

to do for physical problems will generally have a nonstandard P (x). We will use the Metropolis

algorithm to generate an appropriate distribution of x̃i’s.
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c. Thermodynamic Properties of the Ising Model

If we want to calculate the thermodynamic properties of a system at temperature T (that is, in

equilibrium) that has a Hamiltonian H(x), we have the problem of calculating a high dimensional

integral with a rapidly varying integrand.

• Here “H(x)” is the energy of the system for a given configuration x. A configuration is a

specification of the state of the system in some relevant variables.

• For a quantum mechanical system of N spinless particles, a configuration could be the N

position vectors.

• For a system of spins on a lattice, a configuration could be a specification of the spin projection

at each lattice point.

We’ll use the Ising model in one and two dimensions as our first example. The system consists

of a set of lattice sites with spins, which take on only two possible values, +1 or −1. The spins are

arranged in a chain (one-dimensional Ising model) or a square lattice (two-dimensional Ising model).

The interaction between spins is short-ranged, which is represented in our model by interactions

only between nearest neighbors. That is, there is potential energy only from adjacent spins. Each

spin has two nearest neighbors in one dimension and four nearest neighbors in two dimensions

(diagonals don’t count here!).

• We have to specify what happens at the edge of the system. E.g., do the ends of the one-

dimensional chain have only one nearest neighbor, or do we imagine the chain wrapped into

a continuous band? In the latter case, we have periodic boundary conditions, because it is

equivalent to imagining an infinite chain that repeats itself periodically.

We also allow for an external constant magnetic field, H, which interacts with each of the spins

individually to contribute a Zeeman energy.

We choose units so that the Hamiltonian takes the simple form:

H(x) = −J
∑

〈i,j〉

SiSj −
∑

i

HSi , (3.29)

where Si = ±1 is the spin.

• Here x is just a shorthand for a specification of the spin Si on each site. For a one-dimensional

Ising model with N sites, you could store this as an array of length N with each element either

+1 or −1.

• The notation 〈i, j〉 stands for “nearest neighbor” pairs of spins. Obviously the product SiSj

can be either +1 or −1.

• In many applications we’ll set the external field H to zero.

• The constant J (called the “exchange energy”) specifies the strength of the spin-spin inter-

action. For a ferromagnetic interaction, J > 0, while for an “anti-feromagnetic interaction”

J < 0. What do you think is the physical origin of J for a ferromagnetic interaction?
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• The magnetization of the system is the average value of the spin, 〈Si〉, where the average

is taken over the entire lattice. If the spins are equally likely to be up (+1) as down (−1),

then the net magnetization is zero. In an external magnetic field, up or down will be fa-

vored energetically (if H > 0 in H(x) above, which is favored?), and there will generally be

a net magnetization. In a ferromagnet at sufficiently low temperature, there will be sponta-

neous magnetization even in the absence of an external field. This may occur over regions

(“domains”) or over the entire lattice.

A configuration in the Ising model is a microstate of the system. If we have N sites in a one-

dimensional Ising model, how many possible configurations (or microstates) are there? How many

different values of the energy (with H = 0)?

The thermal average of a quantity A that depends on the configuration x (examples of A

are the energy per degree of freedom E = 〈H〉T /N or the magnetization per degree of freedom

M = 〈
∑

i Si〉T /N) is given by the canonical ensemble (the denominator is the partition function

Z)

〈A(x)〉T =

∫
dxA(x) e−H(x)/kT

∫
dx′ e−H(x′)/kT

=

∫
dxA(x)Peq(H(x)) , (3.30)

where we have pulled out the Boltzmann factors to identify the probability distribution function

Peq(H(x)):

Peq(H(x)) =
e−H(x)/kT

∫
dx′ e−H(x′)/kT

. (3.31)

(Is this PDF normalized?) In the Ising model example, the integration over x is just a sum over

the spin configurations. If our configurations are chosen as eigenstates of energy (which they are

in the Ising model example), then we can just sum over energies rather than every configuration:

〈A〉T =

∑

E

(# of states with energy E)A(E) e−E/kT

∑

E′

(# of states with energy E′) e−E′/kT
=
∑

E

A(E)P (E) . (3.32)

If we can construct a set of N configurations {x̃i} (a statistical sample) that are distributed accord-

ing to P , then we can apply our Monte Carlo method (i.e., we will be doing importance sampling)

and 〈A〉T = (1/N)
∑

iA(x̃i). This is what the Metropolis algorithm does for us!

d. Metropolis Algorithm

The first thing to get straight is that the Metropolis algorithm has nothing to do with Superman or

Fritz Lang :). It is named for the first author on the paper that described the algorithm. (A bit of

trivia: another author on the paper is Edward Teller.) The Metropolis algorithm generates a Markov

chain; this is a sequence of configurations xi that will be distributed according to the canonical

distribution (i.e., the Boltzmann factor will tell us the relative probability of any configuration).

The Markov process constructs state xl+1 from the previous state xl according to a transition

probability W (xl → xl+1). The idea is to construct W such that in the limit of a large number of
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configurations, the distribution of states xi approaches the equilibrium Boltzman distribution Peq

from Eq. (3.31).

A sufficient condition for this to happen is that the principle of detailed balance should hold.

In equilibrium, the rate of x → x′ should equal the rate of x′ → x, or else it is not equilibrium! In

calculating these rates, there are two terms to multiply:

(
probability

time
of x → x′

)
× (# of x’s) =

(
probability

time
of x′ → x

)
× (# of x′’s) (3.33)

or

W (x → x′) ×N Peq(x) = W (x′ → x) ×N Peq(x
′) , (3.34)

which is detailed balance. This means that

W (x → x′)

W (x′ → x)
=
Peq(x)

Peq(x′)
. (3.35)

But we know that

Peq(x) =
1

Z
e−H(x)/kT . (3.36)

Any choice of W satisfying Eq. (3.35) should work, in principle.

For example, we can take

W (x → x′) =

{
1
τs

e−δE/kT if δE > 0

1
τs

if δE ≤ 0
(3.37)

with τs arbitrary for now (set it equal to unity for convenience) and where

δE ≡ E
x
′ − Ex . (3.38)

We can check that it works by considering all possible outcomes, as shown in this chart:

δE W (x → x′) e−E/kT δE W (x′ → x) e−E/kT

E
x
′ > Ex > 0 1

τs

e−(E
x
′−Ex)/kT e−Ex/kT < 0 1

τs

e−E
x
′/kT

E
x
′ < Ex < 0 1

τs

e−Ex/kT > 0 1
τs

e−(Ex−E
x
′ )/kT e−E

x
′/kT

If you do the multiplications, you’ll see that detailed balance is satisfied in every case.

Section 2.2 of the Binder/Heerman excerpt describes an implementation of Metropolis for the

Ising model. The basic idea is that from a starting configuration, one generates a candidate for a new

configuration somehow (for example, by flipping one randomly selected spin). After calculating the

energy change between new and old, one has the transition probabilityW from Eq. (3.37). Generate

a random number between 0 and 1; if the number is less than τsW keep the new configuration but

otherwise flip the spin back and keep this as the “new” configuration.

We’ll go over various implementation issues in this Session and the next. These include:
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• Equilibration. If we are going to use configurations generated by Metropolis to calculate

thermal averages, we want to make sure we have reached “equilibrium.” How long does this

take and what is the signature?

• Efficiency. The initial two-dimensional Ising model code has several inefficiencies that are

generic to many types of Monte Carlo simulations. In Session 12 we’ll look at how to optimize

to gain a factor of six in speed.

• Autocorrelation. When evaluating an average over Monte Carlo configurations, we want

to skip the first n1 steps and then use data taken every n0 Monte Carlo steps. How do we

determine how large to take n0 and n1? The autocorrelation function (Session 13) can be

used to determine a reasonable choice for n0.

4. 780.20 Session 13

a. Follow-ups to Session 12

• Comment on the codes from Session 12. The codes used in Session 12 use various

“tricks” or shortcuts to make them more compact. In general, I don’t recommend coding

this way (so these codes should be rewritten!). For example, the choice of energy units is

exploited so that energies are integers and therefore can be used as array indices. But if

we added an external field, this would no longer work, so a different approach should be

implemented. Another example is the next configuration function, which uses recursion

(i.e., the function calls itself) to count upward in binary. This is clever, but really hard to

decipher!

• Recap of energy distributions figure.

Here is a typical figure you might have obtained from the sampling test program:

Some observations:

– The “random sampling” selects configurations (recall that a configuration is one partic-

ular specification of spins in the chain) at random, so each one is equally likely to be

chosen. Then the energy is calculated and histogrammed. Since there are only two out

of about one million configurations that have the lowest energy of −20, the curve will be

almost zero there. The peak in the middle means that there are more ways to have zero

energy than any other energy. The curve is symmetric because there are equal numbers

of configurations with a given positive energy as with the corresponding negative energy.

– The exact P (E) at temperature T combines two factors: the Boltzmann factor e−E/kT/Z

and the number of states with energy E. For T = 1 (we use units where k = 1), the first

factor is largest for E = −20 but the second is smallest there. The product is a moderate

probability. For E = −16, the first factor is smaller but the second is sufficiently larger

that the net result is the maximum probability. Even though the second factor is largest

at E = 0, the Boltzmann factor is very small (remember that Z is large), so there is

only a very small probability P (0).
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– For larger temperatures, the Boltzmann factor is more uniform, and so the factor of the

number of states with energy E dominates. Thus, the random sampling distribution

corresponds to very high temperature.

– The Metropolis distribution uses only a representative subset of the full set of configura-

tions to estimate P (E). But it does a very good job of reproducing the exact distribution

at a given temperature.

• Thermal averages. Recall the basic idea for evaluating thermal averages. We generate

a set of “configurations,” which we’ll label x0, x1, . . . or collectively as {xi}, that are dis-

tributed according to an appropriate probability distribution function (PDF). One of the

most physical PDF’s is the Boltzmann distribution. In this case, the thermal average of A(x)

is approximated by

〈A〉T ≡
∫
dxA(x) e−H(x)/kT

∫
dx e−H(x)/kT

≈
∑

i

A(xi) . (4.39)

Thus, we find the average simply by summing the quantity A (e.g., the magnetization) over

our representative set of xi’s (e.g., spin configurations). At high temperatures, there will be

a large spread of configurations contributing while at low temperature, states close to the

ground state will increasingly dominate (i.e., appear more times in the set of xi’s).

• Ensuring representative configurations. When carrying out the sum over configurations,

we want to use ones that are actually representative. Three things we need to do:

1. Throw out configurations from the beginning until the system has “equilibrated.” How

might we tell when this has happened?



4. 780.20 SESSION 13 14

2. Don’t use each configuration resulting from a MCS (“Monte Carlo Step”) but skip every

n configurations to avoid correlations. Basically, n should be enough MCS’s so that

the next configuration used has lost its memory of the previous one used. You can

experimentally determine an appropriate “n” by looking at an autocorrelation function.

We’ll see how this works in Session 13.

3. Adjust the “step size” between successive x’s so that the Metropolis success rate is rea-

sonable. A rate around 50% is the canonical trade-off between computational efficiency

and exploring enough of the configuration space.

• Efficiencies. When looking at ising model.cpp compared to ising opt.cpp, please note

what has been done to speed up the code. All of the upgrades described in the Session 12

guide are helpful. Why does having a look-up table speed things up? Answer: if there are

only a fixed number of energies, we don’t need to calculate the Boltzmann ratio e−∆E/kT over

and over again. Exponentials are expensive (i.e., they take a relatively long time to calculate)

while looking up values in an array is cheap. The general idea of a look-up table is one that

is frequently useful in speeding up codes.

• Phase transition. The optimized Ising model code with a ferromagnetic interaction has a

phase transition in two dimensions. There is a “Curie temperature” below which the magne-

tization is nonzero. Can you see evidence of this phase transition from running ising opt?

In the “Phase Transition” section of Session 12, you are asked to calculate the absolute value

of the magnetization, which is most usefully defined for this problem as the average spin per

site (i.e., M = 1
N

∑N−1
i=0 Si with Si = ±1 and N is the number of lattice sites). To study

the phase transition, you should look at the time average of this quantity, which means you

average the result over all the Monte Carlo steps (after equilibration). If you are well below

the phase transition, the spins will be either all up or all down, so you should find M = ±1.

The reason to take the absolute value is that, for small systems (like the ones with L ≤ 20),

in the course of a trial you could go from M = +1 to M = −1. In this case, the average

would be less than 1, which does not correctly reflect the physics. This problem is fixed by

taking the absolute value. As a function of temperature, you should see the transition from

disorder (small average magnetization) to order (〈|M |〉 = 1) as the temperature is lowered.

• More Explanation of Metropolis, etc. The excerpt from the Binder/Heermann book

(and the rest of the book) has good suggestions for the practical implementation of Monte

Carlo approaches. You are strongly encouraged to look at the notes by Morten Hjorth-Jensen

[1], which are linked on the 780.20 webpage under “Supplementary Readings.”

– Chapter 9 is “Random walks and the Metropolis algorithm.” Hjorth-Jensen explains how

a Markov process (which is the basis of the Metropolis algorithm) is actually a discretized

version of the diffusion equation. There is a discussion of entropy and equilibrium and

ergodicity in Sect. 9.4 and a clear and concise discussion of the Metropolis algorithm in

Sect. 9.5.

– Chapter 10 is “Monte Carlo methods in statistical physics,” which has a review of the

important thermodynamics as well as an explicit and detailed discussion of the Ising

model. (See Fig. 10.2 for a graph of the absolute value of the average magnetization per

spin vs. temperature for different size lattices.)
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– Chapter 11 is “Quantum Monte Carlo methods,” which includes a thorough discussion

of variational Monte Carlo.

b. Why the Autocorrelation Function Goes to Zero

In Session 13 you calculate the autocorrelation function C(l), where

C(l) =
〈An+lAn〉 − 〈An〉2

〈A2
n〉 − 〈An〉2

with 〈An+lAn〉 =
1

M

∑

n=1

MAn+lAn . (4.40)

Thus, we can use C(l) to see whether the value at n + l is related to the value at n, averaged

over n = 1 to M (strictly speaking, to M − l). It is clear that C(0) = 1, but what do we expect

as n increases? If quantities A and B are uncorrelated, then the average of their product is the

product of their averages: 〈AB〉 = 〈A〉〈B〉. So if the configurations become uncorrelated, then

〈An+lAn〉 ≈ 〈An+l〉〈An〉 ≈ 〈An〉2 (since it shouldn’t matter whether we average starting at 0 or

l) and C(l) → 0. Note that it will not go exactly to zero, but fluctuate with each Monte Carlo

step about zero (see Fig. 9.1 on page 256 of the Pang excerpt). The correlation time (how many

configurations to skip when averaging) is roughly how long it takes to go from 1 to the fluctuation

region.

c. Variational Monte Carlo

Here’s the basic idea of the variational method for estimating quantum mechanics energies. If

we have a guess ψα(R) for a ground-state wavefunction that depends on a set of parameters

α = (α1, · · ·αs) and the positions of N particles R = {r1, · · · rN}, then

〈Eα〉 =
〈ψα|H|ψα〉
〈ψα|ψα〉

=

∫
dRψ∗

α
(R)H(R)ψα(R)∫

dRψ∗
α
(R)ψα(R)

(4.41)

is an estimate of the energy, which is always an upper bound to the exact ground-state energy

because it is variational. (Note that for generality we don’t assume that ψα(R) is normalized, which

is why in (4.41) the denominator is included.) Thus our best estimate is obtained by minimizing

〈Eα〉 with respect to the parameters α.

Start with the simplest case, that of a single particle (i.e., N = 1). We might take as our trial

wavefunction

ψα(r) = C(1 + br2)e−ar , (4.42)

in which case α = {a, b}. Note that the normalization constant C is irrelevant (and is not an element

of α), since it cancels between numerator and denominator in evaluating 〈Eα〉. We calculate the

three-dimensional integrals in Eq. (4.41) and minimize the result with respect to the two parameters

a and b.

The expression for 〈Eα〉 is just a multi-dimensional integral, with 3N integrations in general.

In realistic systems, the wave function 〈R|ψα〉 for the many-body system is very small for most
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configurations R (in this context, a “configuration” just means a specification of the positions of

all the particles). Solution? Use importance sampling with the Metropolis algorithm!

The strategy is to use a collection of “random walkers” to build a set of R’s. Boltzmann weight-

ing is not relevant in this problem; what do we use instead? We need a probability distribution,

which naturally suggests using the wave function squared. Thus we’ll distribute points according

to

ρ(R) ≡ ψ2
α
(R)∫

dRψ2
α
(R)

(4.43)

(we assume ψα is real). Note that ∫
ρ(R) dR = 1 (4.44)

by construction. If we define the local energy

EL(R) =
Hψα(R)

ψα(R)
, (4.45)

then

〈E〉 =

∫
dREL(R)ρ(R) (4.46)

is the integral we treat with Metropolis. This is carried out for a practice case in Session 13. (Note:

We can see there will be a problem with Eq. (4.45) if the wave function has nodes. When will this

be an issue?)

The basic procedure is to compare probabilities when deciding whether to move from R to R′.

That is, we compare ρ(R′) to ρ(R) and use the Metropolis decision algorithm:

1. If ρ(R′)/ρ(R) > 1, then we accept the move;

2. if ρ(R′)/ρ(R) < 1, then we generate a uniform random number s ∈ [0, 1] and accept the step

if
ρ(R′)

ρ(R)
≥ s . (4.47)

See the variational SHO code for a sample implementation.

5. 780.20 Session 14

a. Follow-ups from Sessions 12 and 13

• Equilibration and Cooling. Consider the 2D Ising model with ferromagnetic J . Here is

an example of what you might find from running the ising model.cpp code with kT = 1

three times:

We can see a rapid decrease in energy at small times t, which reaches a plateau by t = 50

about which successive configurations fluctuate. This is the equilibration or thermalization

time (so these are the configurations we should throw out). But we see later that in one
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trial the energy drops to a lower plateau starting around t = 100 and another drops to the

same lower plateau starting around t = 500. We might imagine the third trial will eventually

drop down to the lower energy, but we can’t predict when. This problem of equilibrating to

a higher energy (and there may be many other possibilities if we run for a long time) is not

fixed by skipping a larger number of configurations at the beginning. (What would you pick?

Up to t = 100, 500, 2000?) Rather, we give the system a chance to settle into the lowest

energy by cooling. That is, we start the simulation at a higher temperature with a random

configuration and equilibrate at that temperature. Then we use the final configuration as

the starting configuration (rather than starting again with a random configuration) for a

somewhat lower temperature until it equilibrates. And so on, until we get to the desired

temperature. How much to lower the temperature at each stage depends on the problem.

(We’ll experiment with this rate in a slightly different context in Session 14 with simulated

annealing.)

• Variational Monte Carlo code. The program variational SHO.cpp in Session 13 uses

the VariationalMC class to implement variational Monte Carlo for a toy one-dimensional

harmonic oscillator example. The initial trial function included as a special case (when a = 1)

the actual ground-state wave function. Thus it was an unfair test that is almost guaranteed

(once the Metropolis algorithm is optimized) to give a result very close to the exact value of

0.5. More realistic best answers with other trial wave functions that I tried included 0.59 at

a ≈ 0.65 with ψ(x) ∝ e−(ax)4 and 0.52 at a ≈ 1.3 with ψ(x) ∝ 1/ cosh(ax).
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b. Simulated Annealing

Standard optimization methods are very good at finding local minima near where the minimization

was started, but not usually good at finding the global minimum. Finding the global minimum of

a function (such as the energy) is often (but not always) the goal. One strategy using conventional

minimizers is to run multiple trials with the minimization started at different places in the parameter

space (perhaps chosen at random) and then to keep the best minimum found of all the trials.

An alternative approach is to adapt the Metropolis Monte Carlo algorithm for generating a

canonical Boltzmann distribution of configurations at a temperature T to mimic how physical

systems find their ground states (i.e., the energy minimum at T = 0). At high temperature

(which means kT large compared to characteristic energy spacings), the equilibrium distribution

will include many states. If the system is cooled slowly, then it will have the opportunity to explore

many states and then settle into the lowest energy state as T goes to zero. This is called annealing.

If the system is cooled quickly, it can get stuck in a state that is not the minimum (“quenching”);

this is analogous to the routines we looked at in Session 10, which rapidly go “downhill” but only

to local minima.

The strategy of simulated annealing is to mimic the annealing process by treating the function

to be minimized as an energy (it might actually be an energy!), introducing an artificial temperature

T , and generating a sequence of states in a canonical distribution via the Metropolis algorithm.

Then we lower the temperature according to a “schedule” (this just means according to a definite

pattern) and let the system settle into (hopefully!) a configuration that minimizes the energy.

In practice this is not so easy:

• The problem needs to be cast into a form appropriate for this technique. This means we need

to have a description of possible configurations of the system and then a way to change the

configuration randomly (i.e., the analogs to specifying all the spins on a lattice and generating

a new configuration by randomly flipping a spin). At the same time we need to identify an

appropriate energy function to be minimized; this may be immediate, if the problem is to

minimize a function, or less obvious, if the problem is to find a solution to a problem such as

the Traveling Salesman [4].

• We need to devise an appropriate annealing schedule for the control parameter T . For ex-

ample, do we change T after 10 or 100 or 1000 or ? random changes in the configuration?

And how much do we change it each time? These are critical questions to the success of the

procedure. If there is a physical connection to the problem, we may be able to use physics

insight to determine the appropriate scales. Often it is more a trial-and-error procedure.

• For continuous control parameters, as opposed to combinatoric problems, the (common) pos-

sibility of long, narrow valleys in parameter space is a serious problem. If one takes steps

at random, the most likely step will be uphill rather than along the valley. So one needs to

modify the basic strategy, as discussed in Ref. [4].

We’ll apply simulated annealing to an artificial problem in this session, the global minimization
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of a one-dimensional function:

f(x) = e−(x−1)2 sin(8x) , (5.48)

which has multiple local minima. We’ll compare a standard minimization routine (from GSL) to

simulated annealing. You’ll need to adjust the simulated annealing control parameters to make it

work effectively. We won’t have time to consider a second, more realistic problem: the shape of

molecules built from sodium (Na) and chlorine (Cl) atoms. This problem is described in a Session 10

handout from the book An Introduction to Computational Physics by T. Pang, in a section entitled

“Geometric structures of multicharge clusters.” The idea is that one can write a potential energy

function that depends on the relative positions of the elements of the clusters (here Na and Cl

atoms). The parameters of the function are taken from experiment or theoretical calculations. The

kinetic energy can be ignored, so the arrangement of the cluster is determined by minimizing the

energy. There are many local minima corresponding to configurations that might be metastable

but do not have the very lowest energy.
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